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It’s War!

Oracle is at war. The enemy is not IBM. Nor is it Microsoft – at least not directly. The enemy is complexity.

Oracle is seen as very powerful, but also as complex. And complex systems are expensive to maintain. Oracle’s objective in this war is to change eliminate as much complexity as possible, and thereby to eliminate the market perception that it is complex. Oracle’s challenge is to do so without sacrificing any of it power, or the market perception that it is powerful.

In the past Oracle has used two main strategies in its waragainst complexity. Firstly, that of providing high-level interfaces and/or tools to shield unsophisticated customers from the underlying complexity. EBU/RMAN is an example of the application of this strategy to backup and recovery. Oracle Enterprise Manager is an example of the application of this strategy to database monitoring and administration.

Oracle’s second strategy in the war against complexity is automation. While automated database management may fall short of the optimal in some cases, in most cases automation can greatly improve the quality of database administration. In particular, automated systems can react dynamically to changing conditions, whereas manual systems have much greater latency.

Oracle9i has made two very significant advances in the automation campaign. Firstly, system-managed undo tablespaces have been introduced as an alternative to manually configured rollback segments. The DBA is now able to simply specify a target minimum period of undo retention, and Oracle will automatically use an appropriate number of rollback segments of an appropriate size to achieve that target without impacting database performance, and will adjust the configuration dynamically if database usage changes.

Oracle9i’s second big advance in the area of automation is its ability to dynamically self-tune the allocation of PGA memory instance wide. This enables Oracle9i to always make optimal use of the memory available for SQL workareas, regardless of the number of active sessions, and regardless of the workload mix.

Of course, in many ways Oracle9i is much bigger and more complex than earlier releases. There are more features, more functions, more parameters, and more ways of doing things than ever before. Nevertheless, Oracle9i is significantly easier for unsophisticated users to deploy and manage. Does that mean that the role of the database administrator is set to disappear?

No, there will always be a need for technical experts to be responsible for the use and management of Oracle databases. In the future there will be less mundane administration in their role. We may even begin to call them “database specialists” instead of “database administrators”. Their freedom from the role of taking backups will enable them to focus on business continuity issues. Their freedom from minute performance tuning considerations will free them to consider major application efficency issues.

Despite the ongoing need for database specialists, Oracle’s marketing machine is anxious to stress the reduced administration workload of Oracle9i. And it is a message that customer management are only too ready to hear. Herein lies a danger. Until now managers have tolerated the performance tuning activities of their staff with some relucance. Tuning is regarded as complex, time-consuming and often ineffective. It is tolerated as a necessary evil without with good performance cannot be realized. But now that tuning is being automated, that tolerance is under threat. Management will expect Oracle’s self-tuning to assure good performance, and will require their staff to concentrate on more productive activities.

This betrays a terrible misunderstanding of what is required for good performance. Tweaking the allocation of system resources cannot compensate for application inefficiency. If an application is asking the database to do 10 times more work than absolutely necessary, although the database might tune itself to perform that work optimally, performance will nevertheless be poor and scalability will be threatened. No, good performance requires both application efficiency and tuning. Efficiency minimizes the resource requirements of the application. Tuning optimizes the use of those resources.

The rest of this paper examines 7 common mistakes, the 7 deadly sins, that magnify application resources requirements. They are efficiency problems. In the required resources are available, performance suffers a little while they are used. If not, performance suffers greatly as users wait for resources that they ought not be waiting for.

Not Using Bind Variables

Literal SQL is almost always unique. Therefore a hard parse operation is required prior to each and every SQL statement execution. By contrast, SQL with bind variables can be shared between sessions and can be reused within a session. Therefore only one soft parse is required prior to the first execution of an SQL statement by a session.

A soft parse performs much the same work as a hard parse, with the exception that a new query execution plan does not need to be generated. The generation of a query execution plan is normally the most expensive step of a hard parse, so soft parses are much more efficient than hard parses despite that much of the same work needs to be done.

Oracle8i release 2 introduced a mechanism to automatically bind literal SQL using the cursor_sharing = force parameter setting. Such automatically bound SQL is sharable between sessions, but it is unfortunately not reusable within a session. Therefore a soft parse is required prior the execution of each statement.

Parsing makes heavy use of the library cache latches, the row cache objects latch, and the shared pool latch
 (hard parses only). The shared pool and library cache latches are also required for SQL statement execution. Thus intense parsing causes latch contection that affects SQL statement execution as well as parse operations.

In summary, literal SQL causes excessive parsing, even with cursor_sharing = force. Parsing is however very CPU intensive, and so literal degrades performance even if there is ample CPU capacity. Intense parsing also stresses key latches, and thus severely limits scalability.

Not Using Stored Code

Client-side code and anonymous blocks resolve names in the current schema and run with the current user’s permissions. Whereas definer’s rights stored code always executes in a recursive session so that it resolves names in the definer’s schema, and runs with the definer’s permissions.

Performing name resolution and permission checking under multiple schema and user names clutters the library cache with large amounts of information that has to be maintained and navigated under the protection of the library cache latches thus stress this key resource. The library cache keeps lists of all the users sharing each cursor and lists of all synonyms translated during name resolution. The library cache and dictionary cache both keep lists of all non-existent objects sought during name resolution. However, for stored code, name resolution is normally trivial because the referenced objects can be found in the same schema, and only one user’s permissions need to be checked. Thus using stored code greatly reduces the load on the library cahce latches.

Using stored code also minimizes the use of network bandwidth by minimizing network round-trips and by limiting the network traffic to data. It stored code is not used then code needs to be transmitted over the network as well as data, and many more network round-trips are typically required. 

Not Retaining Database Connections

Some applications disconnect from the database and then reconnect repeatedly. This is a common problem with stateless middleware applications, applications that use shell scripts, and pre-compiler programs that exit on error and then auto_connect again.

Reconnecting typically incurs operating system costs associated with creating a new process or thread. There are also a large number of recursive SQL statements that need to be executed during the process of making a new connection to the database. Because the session is new, these recursive SQL statements of course all require a soft parse operation. This causes a non-trivial load on the library cache latches. Finally, before the initial read from each datafile, the new connection must bear the cost of opening the datafile again.

These cost can all be avoided by retaining database connections until they are no longer needed.

Extra Commits

Many applications commit more frequently than necessary, and their performance suffers as a result. In isolation a commit is not a very expensive operation, but lots of unnecessary commits can nevertheless cause severe performance problems. While a few extra commits may not be noticed, the cumulative effect of thousands of extra commits is very noticeable.

The performance difference is due three factors. Each of these factors can have a major performance impact, particularly in high concurrency environments. First, unnecessary commits cause extra redo generation and can trigger contention for the redo allocation latch. Second, users may have to wait for LGWR to perform physical I/O each time the application commits rather than just once per user transaction. And third, extra commits normally cause unnecessary commit cleanout activity, and thus much higher CPU usage and associated delays.

Unnecessary commits generate extra redo at both the beginning and end of each transaction. Unnecessary commits can also cause extra redo generation for data block ITL changes if distinct transactions change multiple rows in the same block. Apart from the extra CPU time needed to generate this redo and apply the changes, the extra redo generation can greatly increase the volume of log file I/O.

The redo generated for a commit (often called a commit marker) normally occurs in a separate redo record and thus requires an extra allocation of space in the log buffer under the protection of the redo allocation latch. In general, LGWR is signalled to write just after a commit marker has been copied into the log buffer, so unnecessary commits also increase redo wastage which further increases the volume of log file I/O. Moreover, LGWR needs the redo allocation latch before it writes to determine which log buffer blocks are available for writing, and again after each write to free the space in the log buffer. Thus frequent commits stress the solitary redo allocation latch in several ways. If each user session commits frequently and if there are many user sessions committing concurrently, contention for the redo allocation latch is inevitable. Of course, the severity of that contention depends on the commit rate and degree of concurrency, but it can be a major scalability limitation.

When a session commits it must wait for LGWR to flush its commit marker to disk before returning any response to the user. This delay is called a log file sync wait. In general, log file sync waits are brief and one such wait per user transaction will not be noticed by the end user. However, if each user transaction consists of numerous database transactions because of the introduction of extraneous commits by the application, then the combined log file sync time can easily dominate the response time of the user transaction -- particularly if no other physical I/O is required.

Frequent commits also make LGWR over active in that it is constantly signalled to write out tiny amounts of redo. This causes the operating system priority of the LGWR process to be degraded. Then if system CPU usage is high, LGWR can be starved of CPU time with the result that log file sync waits take longer and can even begin to timeout. Interestingly, commits from within PL/SQL procedures and anonymous blocks do not normally wait for LGWR to flush their commit marker to disk. Instead, a single log file sync wait occurs at the end of the execute call if necessary.

Oracle's row-level locking mechanism maintains transaction and row lock information together with the data in the data blocks. After a transaction has committed, that row-level locking information can be cleaned out. The cleanout can be delayed indefinitely, but it is most efficient if it is done at commit time. Therefore, when a transaction commits, it revisits the blocks that it has modified most recently and attempts to clean out its row-level locking information in those blocks.

While commit cleanouts are more efficient than delayed block cleanouts, their cost in terms of CPU usage and buffer cache concurrency control is far from trivial. If frequent commits cause the same blocks to be cleaned out repeatedly by the commit cleanout mechanism, then the total cost of the commit cleanouts can easily exceed the cost of equivalent delayed block cleanouts.

Over-Indexing OLTP

The rate of redo generation is a major performance and scalability issue for OLTP databases. Nevertheless, such databases often generate much more redo than necessary because they are over indexed. In OLTP environments it is particularly important to avoid having indexes that are redundant, or unused, or that have unnecessary columns concatenated to the leading key. OLTP database should get by with a minimal set of indexes.

Over-indexing often reflects a history of SQL statement tuning attempts. However, in OLTP environments indexes should not be created for particular SQL statements. The set of indexes required should be dictated by the physical data model and the intended access paths. Particular SQL statements should be tuned to make optimal use of the existing indexes. Indexes should not be created in an ad-hoc fashion.

Similarly, indexes that are deemed necessary for periodic batch processing operations should be created and dropped as part of those operations if possible. Otherwise, extraneous batch processing should be moved to a separate database, rather than introducing more than a minimal set of indexes to the primary transactional database.

Apart from the cost of over-indexing in terms of redo generation, it also has a dramatic impact on performance due the extra index I/O is needed to find, read and then write index blocks affected by DML. In particular, physcial reads on index leaf blocks occur in the foreground and thus directly impact critical user response times.

High-Concurrency Monolithic PK Indexes

Monolithic primary key indexes pose special problems in high concurrency environments. All queries via the primary key index need to perform a consistent get on the index root block. Those consistent gets require the taking and then release of a shared buffer lock on the cache buffer in which the index root block resides. Those buffer locking operations require the protection of the cache buffers chains latch protection that buffer.

The nature of this activity is such that on most current hardware Oracle can only sustain a rate of a couple of hundred consistent gets on a single block per second. If this scalability limitation is approached, an alternative physical data design is needed. One option is the a single table hash cluster to store the table. The primary key index is then not used for queries, because rows can be fetched directly from the correct table blocks based on the hash value of the primary key. Another approach is to range partition the primary key index. Each partition is effectively a separate index segment with its own root block. Thus the intensive consistent get activity is spread over a number of distinct blocks.

Stripe and Mirror Everything

In the past DBAs attempted to optimize disk I/O by placing log files on dedicated disks, and by carefully balancing the remaining I/O workload over the other available disks. But disks are getting bigger. So big in fact that many database can fit on just a few disks, and people are relucant to waste an entire disk on more on log files.

The SAME (stripe and mirror everything) disk configuration policy seeks to maximize random I/O performance by striping broadly across all the available disks. It does that effectively. But logically sequential I/O, particularly log file writes which are performance critical, are degrade by a factor of approximately 100%. SAME also makes it impossible to add disk capacity in sensible quanta. Unless a major disk reorganization is undertaken each time disk capacity is added, a hot spot will be introduced that has much worse I/O characteristics than than the initial set of disks. Another problem with SAME is that it virtually prevents the use of parallel backup streams to reduce the backup window. If parallel backup streams are used they thrash the disk heads across the disks which prevents the backup media from streaming.

A better approach is to retain the separation of log files on dedicated mirrored pairs, even if that means that these disks are largely empty, and to use multiple small strips sets 3 to 5 disks wide for the remaining datafiles. Datafiles can be made uniform in size to ensure that disk load balancing is possible if necessary.

Inefficiency and Self-Tuning

Each of the above 7 issues can introduce gross inefficiency which degrades performance and limits scalability. Automatic tuning can optimize the use of system resources, but cannot compensate for such gross inefficiency.

Never let it be thought that self-tuning will automatically eliminate all performance problems. It will not. It may however free you to focus on these major application efficiency issues, instead of fine tuning system resource allocations.

�  There are now multiple shared pool latches in Oracle9i.
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